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Additional issues for non-stationary signals
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Findingeventsin neurophysiologicalsignalsis generallyaccomplishedbyhigh/low/band-passfilteringto enhance
theevent'ssignaltonoiseratio,followedby(non-linear)processingtoproducea positive-goingsignalwhichpeaks
at eventsof interest,thenby a decisionprocess(non�±linear),oftenthresholding. If thesignalandtheeventsof
interestareconstantin form,thenhavingselecteda filter,processinganddecisionprocess,wecanworkwithany
signallength. However,if thesignalisnon-stationary,orif theeventcharacteristicschangeovertime,thenweneed
to alterat leastsomeof thesestepsovertime. Whatdoesstationaritymeanhere?High-pass(or band-pass)
filteringde-trendsthesignal: seasonalityis notinvolved(unlesssignalsextendfordays). Theissueis secondor
higherorderstationarity,(i. e. stationarityof the1st, 2nd andhigherordermoments,or of otherstatisticse. g.
spectra). Forevents,non-stationaritysimilarlyimpliesthatsomeeventstatisticsaltersovertime. Singleeventscan
beconsideredasshort-termchangesinsignalstatistics. Hence,stationarityinthesignalmustbeconsideredovera
longerperiodthaneventduration. Todeterminethedurationoftheintervalsoverwhichwemightconsiderchanges
in statistics,weconsiderpossiblesourcesof non-stationaritybothfor thesignalandevents. Non-stationarityin
eventstatisticsmustalsobeovera longerperiodthanthatof theevent. Statictechniquesforparticularclassesof
signalsandeventscanbedesignedorlearned. However,wherethesignaloreventschange,weneedtoadaptthe
initialtechniques. Data-driventechniquescanrelyonthechangingsignalsandeventstoaltertheprocessing. One
suchtechniqueis Cepstrumof Bispectrum,whichfindsshorttermalterationsin thehigherorderstatisticsof the
signalspectrum. Weinvestigateapplyingit bothto whole(long)signalsandto partitionsof thesesignalsinto
shortersections.

Preprocessing: Signal characteristics may change over time. Thus derived values (mean,
median, standard deviation, higher order moments etc.) are likely to alter over time. As a result
computing these values over the whole signal may give different results from computing them
on segments of the signal.

Thresholding: Should the same threshold value be used throughout the whole signal? Or
should different values be used on different segments?

Segmentation:
Practical issues: Long recordings are difficult to process all at once. For example, a 64 channel
signal which is 30 minutes long and sampled at 20K Samples/second contains 2.3 Giga-
values, and is probably in excess of 4.6 Gbytes long. This presents technical issues (i) on 32
bit machines, it cannot be loaded all at once (ii) even on 64 bit machines, unless they have a
great deal of memory, loading such signals will result in extremely poor performance due to
thrashing.
Signal processing issues: Segment length should reflect the nature of the non-stationarity
believed to exist in the signal. This may depend on (for example) the stimulation regime (if
present), behavioural issues (if appropriate), possible artifacts (such as relative movement of
electrodes and tissue).

We applied some spike detection techniques to some signals recorded by Simon Schultz and
Elena Phoka at Imperial College London. These are 16 channel mouse barrel cortex
recordings, recorded at 20 Ksamples/second. The recordings are over 15 minutes long, and
are non-stationary in the sense that the first (approximately) five minutes are without
stimulation, followed by five minutes of stimulation of the vibrissae using a motorized piece of
sandpaper. followed by five minutes without stimulation. This stimulation consists of the
sandpaper moving back and forth at 24Hz, for 0.5 seconds, followed by 1 second without
stimulation, repeated until 5 minutes has elapsed. Some sample recordings are shown below.

Issues for both stationary and non -stationary signals

ADC sampling rate: needs to be high enough to identify spikes and to permit characterisation of
spikes

Post-ADC filtering: needs to remove slowly-varying local field potentials. Would like filter delay
to be independent of frequency to avoid altering spike shapes [RQQ1]

Preprocessing: aim is to enhance the spikes so that they can be thresholded. May be null
(simple thresholding), or complex (wavelet, cepstrum of bispectrum, energy based techniques
[NS1]).

Thresholding: threshold selection is difficult: too low and too many spikes are detected, too high
and too few are detected. Automatic threshold setting would be useful, particularly for multiple
electrode arrays (MEAs).

Accept/reject: some preprocessing/threshold systems can cause a single spike to be detected
more than once. Also, if one is sure that only one spike train is present, then very small inter-
spike intervals suggest that something is wrong.

Left shows 3 seconds of signal: middle shows one 0.7 second long detail, and right shows 30ms
after the stimulation has ceased, all for channel 4 of dataset m0192. Six different spike detectors
are illustrated: red is simple threshold detector, with . and * being median ± 4 SDs, where . is
applied to whole dataset, and * is segmented, x and o are Quian �4�X�L�U�R�J�D�¶�Vthreshold [RQQ2],
where x is applied to whole dataset, and o to segmented elements. Green uses Cepstrum of
Bispectrum (CoB) detector [SS1] with * applied to whole dataset, and x applied to segments. In
both cases the threshold used was 50 * the median of the non-0 Cepstrum of Bispectrum signal.

Segments are 15 seconds long, with segment starts placed 5 seconds apart: spikes are
accepted if found in any of the overlapping segments, and duplicates (defined as being within
0.25ms) are removed.

All give (slightly) different results. For the whole of channel 4, the median ± 4 SDs results in
11397 spikes (unsegmented), 10982 (segmented), Quian �4�X�L�U�R�J�D�¶�Vthreshold results in 14106
(unsegmented), 13417 (segmented), and the CoB results in 5977 (unsegmented) and 8566
(segmented) spikes detected.

Comparison continued: autocorrelations

The figures above show the autocorrelation of a spike train during the stimulus period: the X axis
above is in ms. They are based on the same datasets as in the previous column. They are
calculated by (i) spike detection using eight different techniques (ii) binning of spikes from the 5
minutes of the signal during which stimulation was taking place and (iii) calculation of the
autocorrelation function, scaling by making the value at lag 0 equal to 1. Binning was in 5ms bins,
with 2ms between the start of each bin, summed over the whole stimulation period (considered in
sections each 500ms seconds long starting at stimulus onset).
For some channels, very similar results are found almost independent of technique used for spike
detection, whereas quite different results are found in other channels. There is considerable
variation in the number of spikes found in these channels (in channel 16 above, from 2145 in the
CoB T50 (unsegmented) and 3193 (segmented) to between 4848 and 5850 for RQQ4 and plain
SD4, to 25560 for CoB T20 (unsegmented) and 43951 (segmented)).

Above shows (for channel 16, dataset m0192) the autocorrelation function measured on 1st and
last thirds of the stimulation. ACF found is much sharper for the CoB 50 spike detector.

Different spike detectors detect different numbers of spikes in the same dataset: further,
sometimes different spikes are detected when different preprocessing stages are used. This can
have a visible effect on derived measurements. Segmentation makes a relatively small difference
to the spikes detected, although this can have a major effect under certain conditions.

Clearly, spike sorting will have an additional effect: indeed, it may be that some spike detection
techniques specifically miss spikes from particular neurons, resulting in different results from
derived measurements. The work reported here has used real recordings: however, to investigate
the real differences that these different spike detectors (and indeed, different spike sorters as
well) make we would like to extend earlier work on synthesizing noisy spike trains [SN1] so that
datasets for which the ground truth is known may be used.

The tools used are being made available on the CARMEN portal, https://portal.carmen.org.uk/
See CARMEN on stand 627


